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Needs: during my PhD, | studied

- Boundary Integral Equations
- Dense linear systems after discretisation,
- expensive to store and to solve,
- and Domain Decomposition Methods
- “Divide to conquer” algorithm,
- Building parallel preconditioners for HPC.

Goal: a tool for distributed compression, i.e, with distributed
memory parallelism

General idea:

A small library, but modular and black box

- to ease development and maintenance
- to scale in terms of features

- so that it can be easily interfaced with other libraries
2/30



A library by P. M. and P.-H. Tournier (available on GitHub &)

- Implementation of H-matrices in C++11

- Distributed (MPI) and shared memory (OpenMP) parallelism

- Depends on BLAS, LAPACK (for SVD) and HPDDM (for DDM
solvers)

- free and open-source
-+ ~ 772 commits

- ~ 7102 lines of C++

- Python interface

: - Interfaced to PETSc and
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Figure 1: Example of H-matrix 230


https://github.com/htool-ddm/htool

The origin: ElastoPhi

CEMRACS 2016: Numerical challenges in parallel scientific
computing

- One week of lectures and five weeks working on a project at
CIRM near Marseille

ElastoPhi project

- Compression methods for IFPEN
applications

- Source code: ~ 2218 lines of C++

- Supervised by I. Ben-Gharbia, X.
Claeys and P-H. Tournier.

In 2016
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Hierarchical matrices



Low-rank compression

Low-rank matrix: B € C"*", u; € CMv; € CN with
1<) <r < min(M,N),

,

- Vil

B= ZUJV/"
J=1

storage cost and complexity of matrix-vector product ~ (M + N)r
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Low-rank compression

Low-rank matrix: B € C"*", u; € CMv; € CN with
1<) <r < min(M,N),

,

- Vil

B= ZUJVJ'
J=1

storage cost and complexity of matrix-vector product ~ (M + N)r
Low-rank approximation

+ Truncated singular value decomposition: B() =377 aju/,

n
IB—BO3 =07, and [B-BOJE =Y o?.
j=r-+1
Eckart-Young-Mirsky theorem — best low-rank approximation
- Alternatives exist to avoid computing all the coefficients (e.g.
adaptive cross approximation, randomized SVD)
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Type of matrices Discretisation of asymptotically smooth kernels:
|8§‘8fm(x’y)|§ Cas|X —)/I*"‘Hm*s,

forxeX,yeVY,x#y, a,B€Nd, a+p+#0.
If we have the following

admissibility condition
max(diam(X), diam(Y)) < ndist(X, Y)

then, sub-blocks corresponding to
the interaction between X and Y
will have singular values
decreasing exponentially.

0 1000 2000 3000 4000 5000

Examples of application

- Discretised boundary integral equations
- Discretised integral fractional Laplacian
- kernel-based scattered data interpolation 7130



Hierarchical clustering

Geometric cluster tree
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Hierarchical clustering

Block cluster tree

e o)
ot cift

\01‘;) cz_f)/ When traversing the tree, we

— —— check if each block satisfies the
a® admissibility condition

@ - If yes, we build a low-rank
compression,

- If not,
v - if itis a leave, we build a

mk{. Qense matrix.
- if not,

4
cf)
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Admissibility
condition

Geometry ---»

Cluster tree

it
Block tree
H-matrix
Dense Low-rank
blocks blocks Required inputs

Compute
coefficients

s Compression
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Admissibility
condition

Geometry ---»

Cluster tree

it
Block tree
H-matrix
Dense Low-rank
blocks blocks Required inputs
Algorithms
Objects

Compute
coefficients

s Compression
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Parallel preconditioning




Problem setting

Goal: Let b € CN, A € CV*N stemming from the discretisation of an
asymptotically smooth kernel, and the interaction of X with itself, we
want to solve

Ax=Db
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Problem setting

Goal: Let b € CN, A € CV*N stemming from the discretisation of an
asymptotically smooth kernel, and the interaction of X with itself, we
want to solve

Ax=Db
Direct methods:

© Factorisation can be stored for multi-rhs
@ Expensive for dense matrices (complexity in O(N?®))
© Possibility to use H — LU decomposition

Iterative methods:

© Less intrusive

© Only matrix-vector products (O(N?) or quasi linear complexity
with compression)

@ But ill-conditioned, especially when the mesh is refined
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Problem setting

Goal: Let b € CN, A € CV*N stemming from the discretisation of an
asymptotically smooth kernel, and the interaction of X with itself, we
want to solve

Ax=Db
Direct methods:

© Factorisation can be stored for multi-rhs
@ Expensive for dense matrices (complexity in O(N?®))
© Possibility to use H — LU decomposition

Iterative methods:

© Less intrusive

© Only matrix-vector products (O(N?) or quasi linear complexity
with compression)

@ But ill-conditioned, especially when the mesh is refined

— preconditioning techniques: PAX = Pb -



Schwarz preconditioning

Domain decomposition: Either

- a given level j in the cluster tree: Clg),
- a partition given by a graph partitioner (METIS, SCOTCH),

augmented with an overlap. We define the restriction matrix
Rp € C"*N to the pth subdomain.

Additive Schwarz Method

n
Pasmi = RA(R,AR]) 'R,

=
P A,
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Parallelism pattern

@i
crP Gl

Parallelization level ci® ci® ci? ci

MPI 4

OpenMP threads in each MPI
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Example
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Number of MPI processus Number of MPI processus

O One thread + Two threads
2Three threads— Linear scaling

Dense matrix with x(x,y) = 1/(47|x — y|) and N = 10°
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One iteration of iterative solver

Xp41 Pasna * A * Xn,

T 1 1
MPIAlIReduce Local Global Vector
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One iteration of iterative solver

Xp41 Pasna * A * Xn,

T 1 1
MPIAlIReduce Local Global Vector

Issue: it does not scale with the number of subdomains!
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Coarse space

Additive Schwarz Preconditioner with an additive coarse space
Pasm2 = RI(RoAR)) 'Ry + Z RT RpART) Rp
E =i

- Z =R} € R"M projection subspace matrix or an interpolation
operator from the coarse space to the finite element space
- The coarse space is spanned by the columns of Z
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Coarse space

Additive Schwarz Preconditioner with an additive coarse space
Pasm2 = RI(RoAR)) 'Ry + Z RT RpART) Rp
E =i

- Z =R} € R"M projection subspace matrix or an interpolation
operator from the coarse space to the finite element space
- The coarse space is spanned by the columns of Z

GenEO coarse space: Solving local eigenproblems
DpAsDpV, = A7B,VY.

where (Dp)j_, is a partition of the unity and B, well-chosen. We
define the coarse space as

Span(RID,Vp [1<p <N, VP €7, ;)
where Z,, ; := ker(B,) U Span(V}, | for every ks.t. A} > ).
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GenEO coarse space

Al 1 A12D2Z; | A1sDaZs A14Da7,

A L AsoDaZy | AssDaZs A24Di7

A 1 A32D2Z; | As3DsZ; AsuDiZs

Al 1 Ai2DsZy | AusDsZ; AsuDi
AZ

MPI Broadcast
5

A A Ag MPI 1
=
*
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GenEO coarse space

Eio Bis Eia — — —
1 A12D2Z; A13D3Z5 14D,

By Eas Eaq — = =
A 1 Az2D2Z; Az3D3Zs Az.DiZ)

Ej» Es;3 Esa A 1 A32D2Zs | As3DsZs AsaDaZy
Ei2 Ey3 Eq4 A 1 AypD2Zo | Ay3DsZs AyaDiZi

E VA £ AZ

Local

18/30



Final remarks on Schwarz preconditioning

GenEO coarse space: For some boundary integral equations,
k(Pasm 2A) < Tindependently of n

Interface with HPDDM (Pierre Jolivet, CNRS)

- Htool gives A,, DyZ,, E and the matrix-vector product with A to
HPDDM,
- We get all the solvers of HPDDM (gmres, bgmres, bgcrodr,...), and
all the types of coarse correction (additive, balanced, deflated)
Interface with PETSc/HPDDM

- Same as with the HPDDM interface

- type MATHTOOL available

- more flexibility on local and parallel direct solvers,
- can be used with MatNest, MatShell,..
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Design




Challenge

How to design the library?

Requirements

- Small (to ease development and maintenance)
- Modular (to scale in terms of features)
- Black box (to easily interface it with other libraries)
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Minimal user interface

Idea: delegate the computations of coefficient

- The user will provide function to generate block of coefficients
- Htool uses the Strategy design pattern
- The function is encapsulated in a Strategy interface
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Minimal user interface

Idea: delegate the computations of coefficient

- The user will provide function to generate block of coefficients
- Htool uses the Strategy design pattern
- The function is encapsulated in a Strategy interface

In C++

- Define an interface via a pure abstract class
- Implementations are done via inheriting
- The function is called via a pointer to the interface
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Minimal user interface

Idea: delegate the computations of coefficient

- The user will provide function to generate block of coefficients
- Htool uses the Strategy design pattern
- The function is encapsulated in a Strategy interface

In C++

- Define an interface via a pure abstract class
- Implementations are done via inheriting
- The function is called via a pointer to the interface

In Htool

template <typename T> class VirtualGenerator {
// [...] constructor and data members
virtual void copy_submatrix(int M, int N, const int
- +*const rows, const int =*const cols, T =*ptr) const =
e 0;
virtual ~VirtualGenerator(){}; 21/30
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Minimal user interface

Advantages

- Separate interface and implementations

- users refer to the interface and are independent of Htool's
implementation

- Htool also refer to the interface and is independent of
users’ implementation

- Runtime, it can be used in the context of interpreted languages
(Python)

Disadvantages

- You should not break the interface
- Extra cost due to indirection
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First approach for other algorithms

Idea: Encapsulate each algorithm in a structure

- Htool used the policy-based design pattern (specific to C++)
- Each algorithm is a template argument
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First approach for other algorithms

Idea: Encapsulate each algorithm in a structure

- Htool used the policy-based design pattern (specific to C++)
- Each algorithm is a template argument

Example of template in C++

template<typename T> T add(T a, T b) {return a+b;}
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First approach for other algorithms

Idea: Encapsulate each algorithm in a structure

- Htool used the policy-based design pattern (specific to C++)
- Each algorithm is a template argument

Example of template in C++
template<typename T> T add(T a, T b) {return a+b;}

In Htool

template <typename T, template<typename,typename> class
- LowRankMatrix, class ClusterImpl, class

— AdmissibilityCondition>

class HMatrix{

JY Loood

}
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First approach for the other algorithms

Advantages

- Zero-cost abstractions (zero cost at runtime)

- Same flexibility as Strategy design pattern (compile-time
variant)

Disadvantages

- The interface is implicit
- Not possible to use this approach with interpreted languages

- See next slide
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Issue with the first approach

template<typename T, template<typename,typename> class
< LowRankMatrix, class ClusterImpl, class
< AdmissibilityCondition> class DDM{
// Constructor
DDM(const
< HMatrix<T,LowRankMatrix,ClusterImpl,AdmissibilityCondition
{7« [...1 +/}
i g

Why DDM should be aware of all these template parameters?
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What needed to be done

Write an interface! (again)

template <typename T> class VirtualHMatrix {/+ [...]

— *//};

template <typename T, template<typename,typename> class
— LowRankMatrix, class ClusterImpl, class

— AdmissibilityCondition>

class HMatrix: public VirtualHMatrix<T> {

/7 [ ]

}

template <typename T> class DDM{DDM(const

< VirtualHMatrix<T> =*const hmat) {/* [...] */}};
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To go even further

Each object can have an interface!

Low-rank compression

- Strategy

template <typename T>

class VirtuallLowRankGenerator {

/* [...] constructor+/

virtual void copy_low_rank_approximation(double
epsilon, int M, int N, const int *const rows, const
int *const cols, int &rank, T =*=%U, T =%V, const
VirtualGenerator<T> &A, const VirtualCluster &t,
const double *const xt, const VirtualCluster §s,

— const double *const xs) const = 0;
virtual ~VirtuallLowRankGenerator(){};

1%

—
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To go even further

Each object can have an interface!
Low-rank compression
- Context

template <typename T>
class LowRankMatrix {
/* [...] data members and operations with low rank
< matricesx/
void build(const VirtualGenerator<T> &A, const
VirtualLowRankGenerator<T> &§LRGenerator, const
VirtualCluster &t, const double xconst xt, const
VirtualCluster &s, const double *const xs) {
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Admissibility
condition

Geometry ---»

Cluster tree
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Block tree
H-matrix
Dense Low-rank
blocks blocks Required inputs
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Interfaces in Htool

’VirtualAdmissibilityCondition‘

Geometry «--.--- >+Virtua1C1uster‘ ‘
Block tree [« : :
/]Vlrtualeatrlx‘
H-matrix
Dense Low-rank Required inputs
blocks blocks Interfaces
A Iy N

x

’VirtualLowRankGenerator

VirtualGenerator} ............... ’
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Conclusion

Htool offers

- compression via hierarchical matrices with distributed
parallelism

- iterative solvers via its interfaces with Python, HPDDM and PETSc

- a framework to try new solver, compression and clustering
techniques

Feedback: Taking time to work on the interfaces helps

- to improve the user experience (in particular yours...)
- the library to be part of the current “ecosystem” of libraries
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Conclusion

Htool offers

- compression via hierarchical matrices with distributed
parallelism
- iterative solvers via its interfaces with Python, HPDDM and PETSc

- a framework to try new solver, compression and clustering
techniques

Feedback: Taking time to work on the interfaces helps

- to improve the user experience (in particular yours...)
- the library to be part of the current “ecosystem” of libraries

Thank you for your attention!
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